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Abstract

The data of a company that is unknown can harm its business on a large scale. Over time,

great initiatives, such as the implementation of an ERP (Enterprise Resource Planning) and CRM

(Customer Relationship Management), mergers, acquisitions or data migration, have one big �aw

in common: incorrect, corrupt, incomplete data, etc. Unfortunately, low quality data causes a slow

death. According to the TDWI (The DataWarehousing Institute) reports, over 80% of the interviewed

business managers believe their data is just good. However, over half of their technicians recognize

that the data is in worse condition than the executives believe it to be. This article describes the

goal of quality data and the potential of Data Pro�ling in detecting several anomalies that the data

of a relational database can present and its advantages. A methodology is de�ned that allows for a

complete and systematic audit of the data, in order to report its inconsistencies.

1 Motivation

The goal of the Data Quality goal is to evaluate, in an Information system (IS), if the data and its

structure are coherent with the pattern idealized for a speci�c application. Up until 10 years ago, this area

was relatively poorly de�ned within the strategy of an Information Technologies (IT) organization [1].

Indeed, in the existing applications, the maintenance of the Data Quality used to be considered as a

secondary act since it was thought that it would generate little or no added value to the business. The

lack of concern about the data, shown by the users and the teams that develop the applications, caused

a decline of its quality. This situation arose due to the following reasons:

• Lack of validation upon entering data of the IS;

• Too much con�dence in the metadata of the databases, ignoring the fact that a correct speci�cation

didn't necessarily mean correct data;
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• Use of primary methods in detecting data anomalies, as is the case of the SQL interrogations,

carried out in an ad-hoc manner. These interrogations are usually executed on data samples e

don't cover, completely, all the records of a DB.

Due to the several problems caused by the lack of a thorough and systematic data analysis, the interest

in the quality of the data that support an IS, has grown over time. Therefore, many inconveniences have

been generated but the more de�ning ones can be set out as follows. First, there is the discontentment

of the board of administration that believes it has a certain number of clients when, in reality, part of

these clients are duplicates in the databases that support the di�erent IS's of the company. Lastly, there

is the rise in cost of the projects that is due to the expansion of time of these projects for the correction

of the several errors of an application and/or the data of a DB that weren't planned nor thought out.

2 Data Quality

Data Quality is de�ned as the activity that detects and corrects anomalies in the data. The data is

considered of high quality if it is proper for the operations it is destined for and if it's in conformity with

the made and planned decisions [2]. When this is not the case, it means that there is a set of problems

of Data Quality at the level of the data scheme and/or of the respective instances. The Data Quality

problems can be seen in the article "A survey of data quality tools" [3]. In the scope of this article, the

detected problems focus on the instances of the data. A part of this data can be eliminated by relational

technology (SGBDRs) and others cannot.

2.1 Data Pro�ling

The Data Pro�ling's (DP) task is de�ned as one of the sub-activities of the Data Quality process.

The Data Pro�ling process intends to systematically detect errors, inconsistencies, redundancies and the

existence of incomplete information in the data and respective metadata. After having analyzed the data,

the DP process produces a set of reports, containing information about the data status. These reports

enable the analysts to [4] [5]:

• Assess if the metadata exactly describes the real values of the database. For example, a �eld can

be de�ned as alphanumeric when it should be de�ned as numeric;

• Have a clear idea of the Data Quality. The information contained in the reports can be used to �nd

out if the dimensions of the Data Quality are being followed or not. For example: the existence of

many blank records could mean that the �eld or table aren't complete (dimension completeness);

• Correct the problem data through a data cleaning tool (Data Cleaning). Many DP tools generate

rules to solve some of the detected problems, in addition to alerting to a set of errors that needs

to be solved. It is advised to always follow the cycle 'detect, correct', until the results of the DP

reports are obtained [6];
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• Equate the change of the application requisites. If, when analyzing the data, the detected errors

don't make any sense to the analysts, it's likely that the application wasn't well designed, i.e., the

application isn't in conformity with the data in the DB. If the application is presenting problems, it

is necessary to review the requisites and the respective business processes and, if necessary, change

them;

• Assess the planning of a project. If, early on, a team understands the possible errors or anomalies,

that can be present in the data of a project, they can avoid delays and its rises in cost.

Apart from all the set out advantages, the data pro�ling process allows analysts to better understand the

business of the project they are involved in.

3 Data Pro�ling Methodology

This section presents the DP methodology, that was based on Jack Olson's [7] suggested methodology

and that was complemented with functionalities that weren't available in the previous version. The goal

is to have a methodology that can be used in any DB, with the intent to report, in an accurate and

systematic manner, as many errors as possible. This methodology uses a bottom-up approach, starting

at a more atomic level of the data, progressing until the highest levels of the data structure. In order to

perform a complete analysis of a DB, the DP methodology is composed of 4 steps.

3.1 Analysis of each column of a table

The analysis of each column of the tables of a database has 3 sub-steps:

• Analysis of a column's properties;

• Analysis of each column according to its statistic functions;

• Analysis of the column according to dictionaries.

Equating this step with the one of the methodology of the author Jack Olson [7], one can verify that

the latter does not consider the analysis of the column divided in three sub-steps. The author refers to

one step for the analysis of the column's properties and another di�erent one to report the results of the

statistic functions. No third sub-step exists in the author's methodology. This article defends the idea

that the statistic functions only make sense if they exist for a column's analysis and not in a general way,

as de�ned by the author.

3.1.1 Analysis of the column through its properties

In this sub-step [7] of the methodology, an analyst has to detect anomalies in the several columns of

the several tables of a DB, through the veri�cation of a column's properties. A property is a characteristic
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that de�nes the column of a table. Next, a set of properties, that the analyst should verify for each column

of the DB, will be presented:

• Name of the column: Check if the name is adequate according to the values in the column;

• Domain: The values without repetition, that should belong to the column, must be analyzed. For

example, the domain of the �eld Gender must be composed of two values, F/M;

• Physical type of data: The type of data that appears most frequently in the values throughout the

column must be analyzed. For example, the type of �eld Gender must be char, since its values are

composed of a letter;

• Null: Check if most of the values of the �eld are null in the column;

• Unique: Check if the �eld only contains unique values throughout the table;

• Length: Check the length that appears the most throughout the table for the several values of the

same column;

• Precision: For the numeric �elds, the analyst must check the number of digits that exist on the left

side of the comma of the columns values;

• Scale: For the numeric �elds, the analyst must check the number of digits that exist on the right

side of the comma of the columns values;

• Pattern: Check the various formats that the values take on throughout the column that is being

analyzed. For example, the number '3523525' has the format 'NNNNNNN', where N represents a

number.

These are the properties that characterize the several columns of a DB but they have to be assessed

according to the following process:

1. The analyst must consult the several existing documents and metadata about the de�nition of these

properties for each column that must be analyzed. Thus, the analyst can know what was or wasnt

de�ned for each column. For example, in the DB speci�cations document, a column can be de�ned

in a way as to not allow any of its values to be null;

2. Afterwards, the analyst must infer what properties there are for the column through the analysis of

the several values of the column. For example, by counting the null values in a column, the analyst

knows if the column has or doesnt have many null values;

3. At this point, the analyst already knows what properties exist in point 1 and point 2 for a column.

These two results of properties can be equal but if theyre not, the analyst must decide what the

correct properties are for the column;

4. All the values that dont respect the properties de�ned in the previous point, are considered anoma-

lies;
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In this sub-step, the analysts can reach the conclusion that the properties, that were de�ned for each col-

umn, aren't correct and they might have to change the metadata or documents in a way as to demonstrate

what the desired properties are for each column.

3.1.2 Analysis of the column through statistic functions

One part of the data imprecision can be discovered through the analysis of statistic functions [7] in

individual columns of a table. The existing functions are: percentages, counts, maximums, minimums,

averages, modes, pattern deviations, frequencies, distributions, etc. One example of the analysis of a

column, according to a function, could be: The average of values of the �eld "Age of a child's pass" is

22 years old. This value can mean two things: The entered ages for most of the children are wrong; Or

children's passes have been assigned to people who are no longer children, because a pass belongs to a

child when it is assigned to someone who is no older than 12 years old. Sometimes, the statistic functions

can help check certain properties of the columns. Thus, the analyst can combine a set of properties of

the column and statistic functions and, of this junction, draw conclusions about possible anomalies that

may exist in a column's data. These junctions are:

• A count or percentage of unique/null values that exist in a column, checking if a �eld is candidate

to be de�ned as Unique/not null, if that isnt already the case;

• A count or percentage of alphanumeric/whole/decimal numbers. If this count represents the ma-

jority, the analyst must consult if the de�ned type for this column is the same one that was more

frequently found. Otherwise there are inconsistencies between what was de�ned and what really

exists;

• Physical type of data/Precision/Scale/Length/Inferred pattern. In these cases, the analyst must

count all the types/precisions/scales/lengths/patterns of the di�erent values that exist in a table

and check the frequency or the percentage of their appearance. This way, its possible to determine

what the majority of type/precision/scale/length/pattern of data is for a speci�c column;

• Minimum/maximum value detected for each column. Through this function, its possible to check

if there are domain inconsistencies;

• Count of the found patterns for a column. If there are many patterns, the data format of the

column isnt properly de�ned or the data with di�erent formats is wrong;

• Dominant domain, count or percentage of the values that appear the most in a column;

• Count or percentage of duplicates, indicates which values exactly exist in a column.

3.1.3 Analysis of the column through word dictionaries

The last part of the column's analysis is carried out through the comparison of values of a column

with one or more word dictionaries of the column's domain. This sub-step is important if the analyst
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needs to detect if all values of a column are valid and really exist. In order for that to happen, he needs

to obtain one or several dictionaries that contain all possible values of the column to be analyzed. With

the appropriate dictionary, the analyst has to compare each value of the column with the several values

of the dictionary to be tested, in order to check if the value exists. If it doesn't exist, the value should

be reported as an error. This way, the analyst can detect in a column:

• Lack of correct data. For example, the identity card number '99999999' can be detected if the

analyst can obtain a list of national identity card numbers.

• Wrongly spelled words. For example, wrongly spelled words can be detected with a list of names

in Portugal;

• Embedded values. If there are tokens in a column, that dont belong to the value of the column, the

analyst will have to segment each value and check, by means of a dictionary, if this token exists or

not. If there are values that have these tokens, they must be reported as invalid for the column to

be analyzed. For example, in the value 'Sr. Manuel Jacinto', the Sr.' Is super�uous;

• Incorrect data in the �eld. Same as the previous point except in this case, the word dictionary to

be tested is used in the columns adjacent to the column referring to the dictionary.

This last sub-step of the column's analysis, isn't referred in Jack Olson's methodology [7].

3.2 Analysis of the database structure

The second stage of the DP methodology analyzes the whole structure of a relational DB. And its goal

is to detect every existing relation between the columns of a table and the existing relations between the

tables of a DB [7]. This stage reports anomalies at the DB structure level and not at the level of its values.

The analysis process of the data structure is similar to the analysis process of the column properties,

since the analyst must, �rstly, check the de�nition of the DB structure in the several documents of the

DB speci�cation, the metadata and in the DB data models. After learning about the structure through

the documentation, the analyst needs to infer the DB structure by means of the analysis of its data.

At the table level, the functionality that indicates the existing relations in the table is the detection of

functional dependencies [8] [9]. At the DB level, the analyst can infer the existing relations between the

tables through discovering strange keys. In a third phase, the analyst has to compare the two analyzed

structures, one through what is documented and the other through the DB data. If the structures of

the two phases, described before, are equal, there are no anomalies in the DB structure. Otherwise,

the analyst has to decide what the correct representation of the DB is and, by means of it, check the

inconsistencies, through the data, between the inferred structure and the new one. The inferred structure,

through the data, may not have any inconsistencies if it's the one the analyst chose. In this case, the

documented and represented structure in the metadata has to be changed. When the analyst needs to

analyze the DB structure, he disposes of a set of functionalities that allow for its analysis. They are:
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• Check and discovery of functional dependencies between the columns of the same table. A functional

dependency exists if there is one or more �elds that determine the remaining �elds of the table being

analyzed [8] [9]. With this functionality it's possible to:

� Con�rm or detect the primary key and candidate keys of a table;

� Detect which columns dont depend (or dont solely depend) on the primary key and can form

new tables;

� Assert that the table isnt normalized if there are columns that dont depend on the primary

key. The contrary, however, cant be stated.

• Detection or con�rmation of strange keys, that are used to connect several tables in order to form

business objects. A business object is a real life entity, represented in a DB. For example: an

order from a client is a business object and it's composed of various characteristics such as client

information, the delivery date and the products it's made up of. Each characteristic is represented

by one or several columns. Through the strange keys, it's possible to discover redundant columns

in the table that supports the strange key. Whenever possible, there shouldn't be any columns in

the dependent table if, through the strange key, it's possible to reach the same �elds of the original

table;

• Detection of synonymous columns. Two columns are synonymous if both refer to the same business

attribute. For example, a column named Department_number, in the departments table, another

column named dep_no in the employees table and, lastly, another column named Dept_num in

the projects table.

3.3 Analysis of the business rules

The third step of the methodology allows us to assess the data according to a set of parameters or

conditions that are de�ned in the business. The detection of anomalies is realized by means of business

rules [7] and its goal is to test the various data of one or more columns that are in one or more tables,

through conditions that have to be genuine. If the data doesn't obey these conditions, they are usually

wrong. "Usually" because there are cases in which the data isn't necessarily wrong if it doesn't obey a

business rule. An example of a business rule can be:

If Age < 12 then TypePass='Child'

In this data analysis process, the analyst must follow a set of substeps, through business rules, in order

to be able to detect errors or inconsistencies. To make this happen, the analyst has to:

1. Know the function of each DB element, i.e., its necessary to understand why the business needs

n tables to represent its goals and also know why the various attributes of these business objects

exist;
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2. After understanding the various business objects and respective business attributes, the analyst

needs to search for rules or conditions that the business uses so that the data supports the same

business. These rules can be found in the several documents of requisites of the application that

will use the DB data. They can also be found in the source code of the application, in the several

procedures, realized in the DB, or they can be found in interviews with senior people that have

been involved, for a long time, in the project to which the DB belongs;

3. Once the set of rules is gathered, it needs to be tested regarding its respective data;

4. If the data doesnt obey the rules, the analyst has to decide whether the data really has errors or

if the de�ned rule doesnt make any sense anymore and needs to be rede�ned. For example, in

the past, children couldnt have an identity card before they were 10 years old. Nowadays, they

can, which means the identity card is an identi�cation document that can be used by any national

citizen.

For some rules, it is mandatory for them to be real and, thus, any violation is considered as a case of

imprecise data. For example: The date of a work contract has to be superior to the birth date of the

employee. But there are rules that don't always have to be real, excluding some exceptions, such as: The

date of the work contract doesn't always have to be superior to the birth date of the person plus 18 years,

because there are people who initiate their professional activity before they reach their 18th birthday. In

the methodology of Jack Olson [7], this stage is represented twice, i.e., in simple and complex business

rules, which di�ers from what is presented here since this essay defends the idea that the distinction

between simple and complex business rules doesn't matter since they both have the same meaning.

3.4 Analysis of approximately duplicate records

In order for the analysis of a database to be complete, it's necessary to enter a new stage, that isn't

based on Jack Olson's methodology [7]. This step allows us to detect values that are approximately

duplicate in a column, table or several tables. In order to detect this type of problems, the analyst �rst

needs to understand what are two approximately duplicate records. For example, two records of two

automobile clients:

Cliente1->(Manuel Fonseca, Ford transit, 12-34-AP)

Cliente2->(Manu Fonseca, Ford t., 12-34-AP)

By looking at the two examples, it's clear that the two records aren't written in the same way, which

means they are two di�erent clients in reality. But when we compare the �elds, we can see that there

are few di�erences between the two. Both lines refer to same client although there are some di�erences

in writing between the �rst �elds of the line. The detection of approximately duplicate records intends

to identify lines or values that di�er in general but refer to the same entity in reality. This process is
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frequently used in data cleaning, where in the �rst phase, records that are suspected to be the same

are detected, and in a second phase, the duplicates are removed. The DP methodology only focuses on

the �rst phase of the process, leaving the removal decision of the duplicates to a methodology that has

cleaning functionalities. Thus, any algorithm that detects duplicate entities is to be used in this stage

of the methodology. One of the basic algorithms for the detection of approximately duplicate records

involves the comparison of a tuple (composed of one or more �elds) with all the others of the table that is

being analyzed [10]. In [11], another method, more e�cient than the previous one, is presented because it

reduces the number of necessary comparisons, thus avoiding the comparison of all the tuples with all the

other ones. This algorithm is named sorted neighborhood method. In the application of this algorithm, the

tuples are sorted according to a key, built from the attributes of the table, believing that the duplicate

tuples will stay in the same group. Next, only the tuples that are on the inside of a �xed size window

will be compared with each other, in order to detect possible duplicates. The window will shift along

the tuples that belong to the table. The classi�cation of a pair of tuples as duplicates is carried out,

based on rules, representing speci�c knowledge of the domain. In order to improve the precision, the

results of the various runs to detect duplicates can be combined through transitivity between the pairs of

found duplicates. This approach is known as the multi-run method of the sorted neighborhood [11]. In

addition to this work of mandatory reference in the area, many other investigations are connected with

this speci�c problem.

4 Conclusions

Rarely, the manipulated data by a large scale IS can be classi�ed as being 100% of good quality.

The main goal isn't guaranteeing that the quality be perfect but that it is su�cient in order for the

organization to survive and make decisions based on reliable data. Thus, to know the status of the data,

it is necessary to always carry out a quality audit through the DP methodology that, in a complete and

systematic manner, detects the largest possible number of errors in any relational DB. The DP disposes

of automatic tools in the market to help the above mentioned methodology. It is advised, at the end of

the data audit process, to proceed with a data correction through a Data Cleaning tool or other means

with the same purpose. The detection and correction cycle should be executed in a iterative manner until

the analyst checks if the data has a reasonable quality.
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